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W: Welcome to #FHWSPodcast. Today, I would like to talk about the topic of voice control. Many 
people are now using voice control every day, for example with Alexa or Siri. However, very few 
people understand how it actually works or how artificial intelligence software is trained for such an 
application. That is what I will be discussing today with Martin Spiertz, who is a professor in the 
Faculty of Electrical Engineering. He is the head of communication engineering and is in charge of the 
course Voice Control at FHWS. Hello, Mr. Spiertz. Why is voice control an important topic in AI? 

S: Well, it is incredibly easy for us as humans to talk and listen to one another. Language is much 
more intuitive for us compared to traditional control mechanisms like a keyboard, a mouse or a 
joystick. The point about AI is simple: Speech recognition has been around for many years and has 
been a topic of research for decades. However, the problem was that we tended to get stuck to some 
extent in a dead-end in terms of complexity. For example, separate modules are sometimes written 
to compensate for the length of the speech segments produced by the speaker. AI naturally 
represents a dramatic simplification of the algorithm (or the main algorithm) since now for the most 
part we only have to generate and manage data and use the data for training purposes in an 
appropriate manner. This is basically how the combination of AI and voice control came about. 

W: How did you get interested in the topic of voice control? 

S: I think the start is related to some extent to my original scientific background. My doctoral thesis 
was on the topic of audio signal processing. I then worked for five years at the company “HEAD 
acoustics”, which is totally focused on audio signal processing, acoustic test & measurement, and so 
on. When I started working here in the summer semester of 2017, I noticed that the treatment of 
audio signal processing in research and teaching was fairly superficial. I also wanted to teach the 
students about AI using a very simple and practical example. Audio signals have a huge advantage 
because they are relatively simple signals that we can listen to at any time. In other words, we can 
listen over and over again – with our human ears – and figure out what’s going on with the signal. 
Based on this combination, I found a practical way to integrate my professional and scientific 
background into a void that existed here in the faculty. 

W: So that’s basically how the course Voice Control came about at FHWS? 

S: Yes, exactly. I made an application to the Faculty Council to offer this course on voice control. The 
course is now very popular. Last year we had an especially large class. On average, however, there 
are about 30 students per year who study the fundamentals of artificial intelligence, Python 
programming, Linux, Raspberry PI and similar topics with me. 

W: Let’s go a little more into the details. I mean, what is the actual application of voice control? 

S: Well, we already have a lot of software written in Python. My students working on their final thesis 
are involved in ongoing further development of this software. The advantage of this software we 
write ourselves in a relatively intuitive programming language like Python is that I can give the 
students access to the whole program. They can look at each of the function blocks and see what is 
happening there in terms of the algorithms. Of course, the more time they invest back into the 
project, the greater the insight into the software they’re able to gain. This is because we’re using very 
few precompiled modules. In the actual course, I use the first 1 1/2 months to discuss the basics. For 
example, how microphones work, how speech signals work, how human hearing works. Of course, 



we then go into artificial intelligence and the underlying mathematics and what is important to pay 
attention to. During the second half of the course, the students are sitting at their own computers. Of 
course, now this is taking place at home. Before the coronavirus, we would always meet in the 
laboratory. The students would work on programming in groups of two. They could check in with 
their neighbours in case of problems and compare their different solutions. They could also ask me if 
they had questions. In other words, we would take time for a break and explain things as necessary. 
This programming phase is now taking place from home under coronavirus conditions. I’m very 
curious to see how this works out in the next one or two weeks. I wonder how well the students are 
handling this approach. What I mean is the support they are getting on one hand. And on the other 
hand, the problem of sitting in front of a computer where the students have to develop their own 
programs in a programming language that might be new to them. All in all, it’s a very exciting 
experiment right now. 

W: Do you only use voice control in the course or are there other opportunities for the students? 

S: Well, our current objective is to move forward in the course. We want to further develop the 
algorithm there and make improvements. The complete software is available to the students along 
with all of the voice recordings we make. Currently, we also have a situation where everyone who 
completes the course makes a recording of the command words. Of course, I gather and anonymise 
the results. We provide open access to this data set because it is no trivial task to find command 
words (or recordings of command words) in German that can be used to control a wheelchair or a 
robotic arm, for example. We gather and process the data and make it available to the students. 
There is another thing I find quite important: We make the software available under the MIT license. 
In other words, students can use it in their own projects. They can even use the whole program for 
commercial purposes. There is a larger objective, too. I’m not sure whether this will ever really 
happen, but it would be exciting if some company in the area would say: “Okay, there are these 
graduates here and they have access to the latest version of this algorithm. For us, that is a practical 
reason to hire them.” 

W: What specific projects have already been implemented with voice control? 

S: We first started out by setting up a test bench in the lab. I’m well aware from my professional 
background at the company “HEAD acoustics” that we’re always going to need to measure or 
simulate something. However, the really important thing here is that we need an acoustic interface, 
we need a microphone, we need a mouth simulator, or basically a loudspeaker, in order to have a 
way to actually check out the delays and the echoes. Setting up this test bench was the first major 
project. We’re now working on improvements such as a soundproofed room, low-reflection 
measurement capabilities and so on. Next, we focussed on the topic of artificial intelligence in this 
algorithm. We began our work with a simple algorithm from the 1990s known as “dynamic time 
warping”. Then, in the context of a master’s thesis, we were able to integrate artificial intelligence 
into the voice control algorithm. This took place one year ago. Currently, we’re exploring topics like 
deep fakes. This means we’re now able to retrain our command words on the basis of voice 
recordings of specific persons with this trained voice. For example, we can now take people from 
public life such as the German Chancellor, Angela Merkel and have this trained voice speak the 
command words “left”, “right”, “up”, “down”, “open” and “close”. At the same time, of course, we 
are continuously expanding our data set. Another current project I find very exciting involves training 
processes. An example is something like teaching puppies to do their business outside instead of at 
home, or teaching them to retrieve. The basic principle involves reward and punishment – although 
of course punishment is always an issue with puppies, but we can put that to one side for now. Our 
current research goes something like this: What happens if I take an untrained person, meaning a 
non-specialist in the field of AI, and give them a microphone and a simple keyboard with four or five 



keys, red/green for well done or poorly done? How can this person go about training the robotic arm 
through simple user prompting and then be able to use the robotic arm appropriately after maybe 
two hours of interacting with it? Well, those are the projects we’re currently working on. 

W: I think I would like to go back to the project involving deep fakes: How much recording time is 
needed in order to be able to create a specific voice? 

S: Well, there is currently a popular research strategy that we did not develop ourselves, but which 
we have adopted. The idea involves training a general concept on the basis of very large quantities of 
data. For example, a general concept of the “German language” or a general concept of the “English 
language”. People who have worked on this – I'm going to say this cautiously now – are claiming that 
a voice recording with a length from 5 to 10 seconds is enough to be able to reproduce a voice. We 
were not able to verify this 100%. But I can say that if our students make a recording of me, I actually 
do hear my own voice generated by the computer – and usually saying some silly test sentence such 
as “All horses shall hereafter not snort”. This, of course, is something I never really said, except for 
now. In other words, I can clearly recognize my own voice – although there is still some crackling as 
well as some peculiar stretching and lengthening of the words. What this means is that there’s still 
some work to do, but we can say something like: “Okay, the algorithm is functioning. We can train 
using 10 or 20 seconds of recording. But there are still some weak points.” That’s where we are right 
now. 

W: That brings up some other questions. For example, how large are the data sets that are needed? I 
mean the order of magnitude... 

S: Here we need to distinguish between two different problems. In terms of what we are actually 
doing in the course – meaning the command words – we are already getting good results if we have 
50 recordings of 50 different speakers for a single command such as “left”, “right” and so on. For 
example, I could take you – someone for whom I don’t have a voice recording – and word recognition 
would basically work. When it comes to deep fakes – I mean if we actually want to carry out a deep 
learning process and train a very complex neural network with large quantities of data – then hours 
or even days of audio recordings are required. Audio books are typically used in this case because an 
audio data stream and text file are exactly what we need. An assignment step is then necessary since 
we need to know that a given word is spoken in a specific interval of time. The computer is then able 
to learn over time – or I should say that the program learns over time: “Aha! These waveforms are 
basically associated with these words and these word combinations.” In other words, we’re talking 
about hours and days of training data. That’s not something that a person can record any more. We 
like to use audio books, speeches by government officials or similar data sets. They are readily 
available and there are no privacy considerations that prevent us from using the data as we wish.  

W: How long does it take to train an AI program of this type, so to speak? 

S: It usually takes something on the order of weeks or months. In fact, that is the main problem: After 
we start training, we have to wait around for a week. If something goes wrong in this process, the 
week is basically wasted for somebody working on their final thesis. What we usually do is that we 
reach a certain training status where we can just say: “Okay, now I’m going to change a few 
parameters and then let the training run for three more days based on the current status.” This is a 
classic “Friday at lunchtime” problem that allows us to analyse the results on Monday morning. 
That’s where we are right now. Of course, we don’t have huge computing centres here at the 
university – unlike our competition, so to speak, at Google and Amazon, for example. They are able 
to train with data sets that are much larger than we are capable of using.  



W: Yes, now you’ve given us a more or less broad outline of the current situation. Could you 
summarize everything one more time: What are you currently researching and working on? 

S: We have an existing algorithm for voice control that is functional. In our current work in the 
context of final theses, we’re focussing on human-controlled training processes, meaning an 
approach that allows non-skilled workers to train a robotic arm. That is one direction. The other 
direction revolves around the topic of speech generation. I previously mentioned deep fakes in the 
generic sense. However, we’re not just interested in deep fakes – what we’re actually trying to do is 
generate speech data at the press of a button. That represents the other direction. Something we 
began working on just a few weeks ago involves refining our acoustic measurement capabilities. This 
means going all the way back to the basics and then asking questions like: What sort of microphones 
do I need or what type of loudspeakers in order to simulate the mouth or to achieve a halfway 
decent transmission technique? 

W: What are some of the current problems you are dealing with? 

S: In terms of infrastructure, it would be incredibly helpful to have more budget for bigger computing 
facilities and computers. What I mean is that we generally need increased computing power. Of 
course, it would also help to have permanent student assistant jobs. I would like to be able to directly 
give a promising student this type of job – without having to write any proposals – and use them to 
help with programming. In fact, this is already happening now. We have a student from the field of 
mechatronics who is interested in the project. She has already helped out in our lab for 1 1/2 
semesters. Of course, she’s in the fourth semester and there are things that sometimes need 
reworking. But she is very motivated and committed to this work. So we can already hire a student 
assistant. But it would be very helpful if we had a larger budget to pay for student assistants in the 
labs – without having to write project proposals and so on. That is the type of organizational things 
we’re dealing with. Otherwise, I have to say the students are incredibly motivated. They are ready to 
tackle problems and work on them in their final theses. Of course, we could certainly use one or two 
more master’s students. Then we could say: “Master’s student X is now responsible for acoustic test 
& measurement and master’s student Y will keep working in the area of AI, for example: How could 
we couple our speech generation and speech training in order to create an automated system there, 
for example?” This work is being held back a bit by the limited number of students we have available.  

W: I would like to ask how long you have already been involved with voice control in education and 
research there? 

S: It was three years ago that we started working with a very rudimentary algorithm. There were 
some initial problems. For example, only my voice would be recognized while other voices were not 
recognized at all. We have worked to continuously improve this software. Then, about 1 1/2 years 
ago we encountered a relatively amusing situation: all of our voices were correctly recognized – 
meaning the commands – except for a single student. This poor student could yell into the 
microphone as she liked, but the algorithm would entirely ignore her. In fact, we still do not know 
why this happened. That is unfortunate and I even offered her a master’s project to further research 
this issue. Unfortunately for us, her professional development took off in a different direction. That is 
also a good thing. That is a brief description of our development over the past three years. It has 
been a very steep learning curve. Overall, the project has been up and running for three years. 

W: Another question: How long do you think you need to keep doing research in this area in order to 
obtain results that can be used more? 

S: Well, the algorithm is already usable now. I think there is still potential for significant 
improvements over the next one or two years. Especially the connection of the acoustic interface – 



meaning the microphone – is one area where significant improvement is still possible. Otherwise, we 
will probably still be working on final theses in this area over the next three to five years in the 
laboratory for communication engineering. Then, it is very likely that we will move on to a new topic. 
Or, as tends to happen in research in general, after working on a certain topic, we end up with more 
new questions than answers, meaning that new work areas are likely to reveal themselves 
automatically. But I think we will still be working in this area for three to five more years.  

W: Since you just mentioned that new questions and new projects are always coming up, I want to 
ask: What sort of projects could this current work lead to? 

S: Well, we might reach a point where we say, for example: “Okay, we have a massive problem with 
the microphone on the acoustic interface.” In fact, this problem with the microphone actually affects 
everyone. I mean, it’s a problem that Alexa has too – as well as Siri, Google and everything else that’s 
connected to it. Ultimately, they all use a microphone and don’t know where they will be situated. 
For example, it might also be possible to deploy something like Alexa in an industrial environment, 
too. Or, imagine that someone opens the window to let some air in and there’s a lot of noise on the 
street. Because of that, Alexa misunderstands and orders a refrigerator instead of switching on a light 
– I mean a total misunderstanding of some sort. What this means is that the problem with 
background noise holds significant potential for future improvements. Of course, I mean attenuation 
of background noise, and not the actual background noise itself. This is an area in which we are 
beginning to work. Well, what other results have we achieved? For example, there’s the topic I 
briefly mentioned before about training puppies … We are attempting to train an AI system on the 
basis of intuitive control. The most recent master’s thesis revealed the potential that exists in this 
area. There is also definitely further potential behind the question of the hardware on which all this 
runs. For example, we’re currently experimenting with the Raspberry PI – which is very limited in 
terms of computing power. We are also experimenting with an NVIDIA Jetson. We haven’t got it fully 
up and running yet. There are still problems with packages, libraries and all the other related 
software components. In other words, there are definitely more topics to explore in the area of the 
hardware on which the software runs. Of course, there is also still the question: How can we 
implement knowledge about how language works and how the ear works in our artificial 
intelligence? Currently, the standard answer is: “Give me enough data and everything will work itself 
out on its own.” But a different question would be: How much improvement can we achieve if we 
also integrate knowledge about the structure of human language and the human ear?  

W: It sounds like there’s never a boring moment. I’d like to take a minute to go back to your current 
project: Can you tell me about the objectives you hope to achieve with this project? 

S: Yes, first there is the main objective of further developing the software for the students who 
complete the course Voice Control. We want them to have a really good product they can use at any 
time to implement their own private projects – or even commercial projects in industry over the 
course of their professional careers. Of course, I also want my master’s students to bring up new 
questions. This forces me to get involved in these topics and I can work to integrate this knowledge 
into the course. Knowledge transfer – which is a major topic – actually takes place very frequently 
here from the master’s students to me. I mean it is rare for me to tell the master’s students: “You 
need to do this a certain way.” Instead, they come to me with new insights which we take time to 
discuss. I’m also able to take away many new insights myself from our discussions. In terms of 
society, how will this work out? Well, it might be possible – now I’m thinking about my engineering 
background of course – that jobs could be created if graduates of the University of Applied Sciences 
Würzburg-Schweinfurt (FHWS) are able to apply the principles of AI on a large scale. Or more 
specifically, to use voice control algorithms in all sorts of products. For example, it might be a 
wheelchair I want to control with my voice, or a robotic arm I’m working with.  



W: What are your personal goals in terms of the application of voice control? 

S: Practically speaking, my greatest desire is for one of the students to write me in five or ten years 
and say: “We are using the technology in an application. Everything is working great, but we still have 
a few problems. I could use some feedback. Or could you send me the latest version of the 
software?” And of course, it would be a great thrill to realize we succeeded not only theoretically in 
teaching the students in a course with a certain number of credit points, but that we actually taught 
them something they can use and that they are doing something with that knowledge. Really, that is 
my greatest desire as well as my main objective.  

W: That sounds great. Now I’d like to thank you for the interview. It was all extremely interesting. 

S: I’d like to thank you too – and thanks for the organization as well. 


